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Abstract

We study randomized trace estimators for the inverse of the one-dimensional discrete Lapla-
cian. We compare four types of test vectors: coordinate vectors, real Gaussian vectors, Rademacher
vectors, and vectors uniformly distributed on the complex unit sphere. After deriving the ex-
act trace analytically, we perform numerical experiments to compare the sampling distributions
and variances of the estimators. We also use bootstrap methods to construct data-driven confi-
dence intervals and evaluate their coverage. Finally, we briefly discuss modern variance-reduced
estimators, such as XTrace.

1 Introduction

For a matrix A € C™*", the trace is defined as

In many large-scale applications, matrices are not explicitly stored. Instead, we only have access
to matrix-vector products of the form x — Az or solutions to linear systems involving A. This
motivates the problem of estimating the trace using only matrix-vector operations.

A particularly important case is estimating tr(A~!), which appears in applications such as
numerical PDEs, statistical inference, and machine learning.

In this paper, we study randomized trace estimators based on quadratic forms of random vectors.
We:

e compare four different choices of random test vectors,

e apply them to the inverse Laplacian matrix,

e analyze their empirical performance through numerical experiments,
e construct bootstrap confidence intervals,

e and briefly discuss modern improvements such as XTrace.

2 Randomized Trace Estimation

2.1 Algebraic Properties of the Trace Operator

The trace operator tr(-) is a fundamental functional in matrix analysis. The operator satisfies
several key algebraic properties that underpin randomized estimation techniques.



Linearity. The trace is a linear functional. For any matrices A, B € C"*" and any scalar « € C,
the following identities hold:

tr(A+ B) = tr(A) + tr(B), tr(ad) = atr(A). (1)

Cyclicity. A crucial property of the trace is its invariance under cyclic permutations. For any
two matrices A € C™*™ and B € C"*™, we have:

tr(AB) = tr(BA). (2)

Proof. Let A = (ai;) and B = (bj;). By the definition of matrix multiplication and the trace
operator:
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By reordering the finite summation, we obtain:

tI‘(AB) = zn: i bjiaij = zn:(BA)j] = tI"(BA)
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2.2 The Hutchinson Estimator

In many applications, computing the trace explicitly is computationally prohibitive. Randomized
trace estimation provides a scalable alternative. Let A € C"*™ be a Hermitian matrix. Consider a
random vector w € C" sampled from a distribution such that:

Elww*] =1, 3)

where I denotes the identity matrix. We define the random variable X = w*Aw as a stochastic
estimate of the trace.

Unbiasedness. The estimator X is unbiased. Using the linearity and cyclicity of the trace, we
have:
E[X] = E[tr(w* Aw)] = E[tr(Aww™)] = tr(AEjww*]) = tr(A). (4)

Variance Reduction. To improve precision, we typically compute the sample mean X, over s
independent and identically distributed (i.i.d.) realizations {Xj}7_;:
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The expectation and variance of this averaged estimator are given by:
- 1
E[X] =tr(A), Var(Xs)= — Var(X). (6)
s
Since all such estimators are unbiased, their relative efficiency is primarily characterized by their

variance, which depends on the choice of the distribution for w (e.g., Rademacher, Gaussian, or
Coordinate distributions).



3 Test Vector Distributions

In randomized trace estimation, the fundamental requirement for a random test vector w € C"
is the isotropy condition, E[ww*] = I,. This guarantees that the trace estimator X = w*Aw is
unbiased. However, the choice of distribution heavily influences the estimator’s performance. The
stability and accuracy of the estimator are quantified by its variance, Var(w*Aw), which inherently
depends on the fourth moments of the chosen distribution. We rigorously examine four standard
choices of random test vectors, analyzing their definitions, statistical moments, variance profiles,
and computational trade-offs.

3.1 Coordinate Vectors

Definition and Expectation: Let I be a discrete random variable uniformly distributed over
the index set {1,...,n}, and let e; denote the i-th standard basis vector. We define the scaled test
vector as w = y/ney. The isotropy condition is satisfied since:

1 n
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The trace estimator evaluates to exactly X = nAjy.
Variance and Performance: To rigorously analyze its stability, we derive its exact variance.
Since E[X] = tr(A), the variance is:

Var(X) = E[X?] - (E[X])> =n)_ A} — (tr(A))%

Advantages and Disadvantages:

e Pros: Computationally trivial. It requires no random floating-point generation, only a single
random integer lookup.

e (Cons: The variance is strictly dictated by the heterogeneity of the diagonal entries. By the
Cauchy-Schwarz inequality, the variance achieves a minimum of 0 if and only if all diagonal
entries are perfectly homogeneous (A;; = tr(A)/n). Conversely, in a worst-case scenario where
the entire trace is concentrated in a single entry (e.g., A1 = tr(A)), the variance explodes to
(n —1)(tr(A))2. This O(n) growth makes it highly unreliable for non-uniform matrices.

3.2 Real Gaussian Vectors

Definition and Expectation: Let w ~ N(0,I,), meaning that its components wy,...,w, are
independent standard normal random variables. By definition, E{w;w;] = d;;, which directly implies
Elww*] = I,.

Variance and Performance: A key property of the Gaussian estimator is its rotational invari-
ance. For a real symmetric matrix A, standard results on the quadratic forms of Gaussian variables
(derived via Isserlis’ theorem) yield an exact variance of:

Var(w* Aw) = 2||A|%.

Here, |A||r denotes the Frobenius norm of the matrix A. Analytically, the Frobenius norm is
defined as the square root of the sum of the absolute squares of its elements:
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Crucially, it can also be elegantly expressed using the trace operator itself: || A||% = tr(A*A), which
simplifies to tr(A?) for a real symmetric matrix. Intuitively, || A||% quantifies the total “energy” or
aggregate mass of all entries within the matrix.

Advantages and Disadvantages:

e Pros: Because the variance is precisely 2||A]|%, the estimator is completely basis-independent.
Its variance depends solely on the matrix’s total energy and is entirely invariant to orthogonal
transformations (e.g., A — QT AQ). It does not matter whether the matrix mass is highly
concentrated on the diagonal or widely dispersed across off-diagonal entries; the Gaussian
estimator’s stability remains strictly constant.

e Cons: Generating high-quality pseudo-random Gaussian vectors is computationally expen-
sive, often requiring complex floating-point transformations (like the Box-Muller transform or
Ziggurat algorithm). Furthermore, its variance is strictly sub-optimal compared to Rademacher
vectors, which explicitly subtract the diagonal energy from this baseline.

3.3 Rademacher Vectors (Hutchinson’s Estimator)

Definition and Expectation: A Rademacher vector draws each entry w; independently from
{—1,1} with equal probability. Since E[w;| = 0 and Var(w;) = 1, we trivially have Ejww*] = I,,.
Variance and Performance: For a real symmetric matrix A, the variance of the Rademacher
estimator (popularized by Hutchinson) is exactly:

Var(w* Aw) = 2||Alj7 — 2 A3
=1

Advantages and Disadvantages:

e Pros: Because ZA?Z > 0, Hutchinson’s estimator strictly provides a variance less than or
equal to the Gaussian estimator. Notably, if A is a purely diagonal matrix, the variance
becomes exactly 0 (since w? = 1 deterministically), yielding a perfect trace estimate with

just s = 1 sample. Computationally, it is exceptionally cheap, requiring only bit-flipping

operations.

e (Cons: It lacks the rotational invariance of the Gaussian estimator. Its performance is best
when the matrix mass is concentrated on the diagonal.

3.4 Complex Unit Sphere

Definition and Expectation: Let u be uniformly distributed on the unit hypersphere Scn-1 C
C"™. We define the scaled test vector as w = y/nu. By the geometric symmetry of the sphere,
E[|ui|?] = 1/n and mixed moments vanish, yielding Elww*] = nE[uu*] = I,.

Variance and Performance: Unlike the previous vectors whose components are strictly inde-
pendent, the components of w are weakly dependent due to the geometric constraint ||ullz = 1.
Integrating over the complex spherical Haar measure, the variance for a Hermitian matrix A eval-
uates to:

n 9 1
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Advantages and Disadvantages:



e Pros: The strict norm constraint prevents the generation of vectors with extreme magnitudes,
eliminating heavy-tailed behavior. This leads to profound measure concentration, making it
highly robust for complex Hermitian matrices in fields like quantum state estimation.

e Cons: To generate u, one typically samples a complex Gaussian vector and normalizes it
(u = z/||z||). This inherently incurs the high computational cost of Gaussian generation, plus
the overhead of norm computation and scalar division.

4 The Inverse Laplacian

To evaluate the performance of randomized trace estimators, we consider the one-dimensional
discrete Laplacian matrix L € R™*" arising from the finite difference discretization of the Poisson
equation with Dirichlet boundary conditions on the interval [0, 1]. Using a uniform grid with spacing
h=1/(n+ 1), the matrix is defined as:

The inverse matrix L1 is known to be a discretized version of the Green’s function for the 1D
Poisson operator. Its diagonal entries are given by the explicit formula:

in+1—1)
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fori=1,...,n.

4.1 Analytical Derivation of the Trace

The exact trace of L' can be computed by summing the diagonal entries. Utilizing the standard

. i . 1)(2n+1
power sum formulas > " ;i = % and Y1 0% = M, we have:
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For a problem size of n = 1000, the exact trace evaluates to:

~ 1000 x 1002

1 ~
tr(L7Y) = = oz ~ 0-1666665.



4.2 Geometric Interpretation

As illustrated in Figure [1} the diagonal entries (L™1);; follow a parabolic profile. The maximum
values are reached at the center of the grid (i &~ n/2), where the influence of the Dirichlet boundary

conditions is weakest.
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Figure 1: The parabolic distribution of the diagonal entries of L~! for n = 1000. While these entries
vary smoothly, their overall magnitude is extremely small compared to the dense off-diagonal entries
of the inverse Laplacian.



5 Numerical Experiments

To empirically validate our theoretical derivations, we evaluate the performance of the four ran-
domized trace estimators on the inverse Laplacian matrix L~! of size n = 1000.

Crucially, in practical large-scale applications, explicitly computing the inverse of a matrix
is computationally prohibitive. Therefore, in our implementation, we do not form L~! directly.
Instead, for each random test vector w, we solve the sparse linear system Lz = w to obtain
x = L~ w. The trace estimator is then efficiently computed as the inner product X = w*x.

We generate R = 1000 independent macroscopic realizations to ensure robust statistical evalu-
ation. To analyze the convergence behavior, we consider varying sample sizes (the number of test
vectors averaged per realization):

s €{1,2,5,10,20,30,50,100}.

5.1 Sampling Distribution of X,

For each method and each sample size s, we compute the averaged estimator X, across all R = 1000
realizations. We visualize the resulting sampling distributions using boxplots to track how the
estimators converge to the exact analytical trace.
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Figure 2: Sampling distribution of the averaged estimator X as a function of the sample size s.
The horizontal dashed line represents the exact analytical trace tr(L~!) ~ 0.1667.

As illustrated in Figure [2| all four estimators are perfectly centered around the exact trace,
confirming their unbiasedness. However, a highly counter-intuitive and fascinating phenomenon



emerges regarding their variances: the Coordinate estimator exhibits the tightest sampling distri-
bution, outperforming both Gaussian and Rademacher estimators.

This empirical result perfectly aligns with a deeper look at our theoretical variance formulas.
The variance of the Coordinate estimator depends strictly on the diagonal entries. Conversely,
the Gaussian and Rademacher variances are fundamentally driven by the Frobenius norm || L~}||%,
which includes all off-diagonal elements. Because L~! is a fully dense matrix with substantial
mass distributed across its off-diagonal entries, the cross-terms introduced by the Gaussian and
Rademacher test vectors inject massive variance. Thus, for implicitly dense matrices like the
inverse Laplacian, the naive Coordinate estimator surprisingly reigns supreme.

5.2 Empirical Sample Variance

Although theoretical variance applies to a single sample (s = 1), practical implementations often
use empirical sample variance to quantify uncertainty. For s > 1, we compute the unbiased sample
variance for each realization:
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Figure 3: Distribution of the empirical sample variance Vs for s = 30 on a logarithmic scale. The
Coordinate estimator consistently maintains the lowest intrinsic variance.

Figure 3| visually corroborates our insight: the intrinsic variance baseline of the Coordinate esti-
mator is orders of magnitude lower than the Frobenius-dependent estimators, completely upending
the general heuristic that Rademacher is universally optimal.



6 Bootstrap Confidence Intervals

To rigorously quantify the uncertainty of our estimators without relying on asymptotic normality
assumptions, we construct non-parametric bootstrap confidence intervals. The procedure for a
single realization of s samples is as follows:

1. Sample: Compute the base sample set of trace estimates X7, ..., X;.
2. Estimate: Calculate the empirical mean X of the original sample.

3. Resample: Draw B = 1000 bootstrap samples of size s by resampling the base set with
replacement.

4. Aggregate: Compute the mean for each bootstrap sample to form the empirical bootstrap
distribution.

5. Interval: Use the empirical a/2 and 1 —a/2 quantiles to form a symmetric (1 —«) confidence
interval.

We fix the sample size at s = 30 and the significance level at o = 0.025 (yielding a 95%
confidence interval).

6.1 Coverage and Interval Width

We execute the bootstrap procedure across all R = 1000 independent realizations. We record the
empirical coverage (the percentage of intervals that successfully capture the exact trace) and the
physical width of the intervals.

Method Coverage (%) Mean Length Std Length
Coordinate 94.5% 0.05162 0.00565
Gaussian 89.7% 0.09845 0.02988
Rademacher 89.4% 0.09952 0.03067
Complex Sphere 91.6% 0.07164 0.01694

Table 1: Bootstrap results for 1000 realizations (s = 30, = 0.025).

As shown in Table [l the non-parametric bootstrap successfully provides valid coverage proba-
bilities near the target nominal level. More importantly, the mean length of the confidence intervals
directly reflects the inherent variance of the estimators. Driven by its immunity to off-diagonal noise,
the Coordinate estimator produces intervals that are roughly half the width of the Rademacher
intervals, offering significantly more precise data-driven uncertainty quantification for the inverse
Laplacian.

7 A Modern Perspective: XTrace

Classical trace estimators, like the four we evaluated, share a common bottleneck: they treat every
matrix-vector product as an isolated event. Because they rely on independent random samples,
their variance decays at the standard Monte Carlo rate of O(s™!). Once a sample is computed and
averaged, its intermediate structural information is effectively discarded.



XTrace, introduced by Epperly, Tropp, and Webber in 2023, takes a fundamentally different
approach by shifting from independent sampling to exchangeable randomness. Instead of merely
computing a naive average like Hutchinson’s method, XTrace asks how we can extract the maximum
amount of information from a given set of matrix-vector products.

Mechanically, XTrace looks at the entire subspace spanned by the random test vectors (denoted
as €2). It utilizes both AQ and Q*A to construct a low-rank approximation of the trace, which is
conceptually similar to a Nystrom approximation. The algorithm then uses the remaining stochas-
ticity purely to unbiasedly estimate the residual error. By implicitly solving a minimum-variance
problem to optimally weight these components, X Trace bypasses the traditional O(s~!) limit. For
structured matrices whose eigenvalues decay, such as the inverse Laplacian, this method achieves
unprecedented precision for the same computational budget.

8 Conclusion

This project explored the mechanics of randomized trace estimators, using the implicitly defined
inverse Laplacian as our primary test case.

The most striking takeaway from our numerical experiments was the counter-intuitive perfor-
mance of the test vectors. Although Hutchinson’s Rademacher method is widely considered the
gold standard in trace estimation, we observed that it struggles when applied to dense matrices
such as L~!. Because Rademacher and Gaussian vectors mix all the entries together, they in-
troduce massive cross-term noise from the off-diagonal elements. The naive Coordinate estimator
completely bypasses this issue, yielding the lowest intrinsic variance and the tightest bootstrap
confidence intervals.

However, simply changing the distribution of independent test vectors only gets us so far. As
our review of XTrace showed, the real frontier in numerical linear algebra lies in algorithms that
abandon independent sampling in favor of information reuse and structural exchangeability.

Participating in this Directed Reading Program has been a profoundly rewarding experience
that successfully bridged the gap between abstract theoretical linear algebra and practical numer-
ical behavior. Beyond understanding the mechanics of random algorithms, this project cultivated
a broader set of research skills. It taught me how to translate mathematical theorems into effi-
cient computational code, design rigorous numerical experiments, and critically analyze empirical
data. Most importantly, it demonstrated firsthand how deeply understanding underlying matrix
structures—and having the confidence to question widely accepted heuristics—can drastically alter
computational outcomes. These insights have fundamentally shaped my perspective on applied
mathematics and provided a strong foundation for my future academic research.
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