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Abstract

This literature review examines the theoretical and empirical dimensions of factual

hallucination in language models (LMs). The recent work of Kalai and Vempala (2024)

provides a theoretical foundation, proving that ideal models inherently hallucinate

under certain conditions (Kalai and Vempala 2024). Building on this, Miao and Kearns

(2025) conducted an empirical study that validates these theories in practice. This

study reviews both of their works, explaining key concepts and how they collectively

push our understanding of factual reliability in LMs.

Introduction

For clarification and understanding, we’ll define key terms that are used in both studies:

• Calibration: A model is calibrated if its predicted probabilities of events reflect the

actual frequencies of those events. As a result, the model’s confidence needs to be

statistically accurate such that if it claims 20% confidence in an answer, that answer

should be correct about 20% of the time (Kalai and Vempala 2024).

• Hallucination: A hallucination in LMs is a fabricated or incorrect fact generated by

the model. In other words, the model is “making up” information not supported by

its training data. The hallucination rate is the frequency or probability with which

a model’s outputs contain these false facts. For example, a hallucination rate of 5%

means that 1 in 20 generated facts is incorrect. This rate is a key measure of factual

reliability.

• Monofact: A monofact is a fact that appears only once in the training data. This

monofact rate is the proportion of all distinct facts in the training set that are such
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one-off occurrences. As a result, monofacts represent information that the model has

only seen once during training and, therefore, is difficult to recall or verify reliably.

• Good–Turing Estimator: A Good-Turing estimator is a statistical method for es-

timating the probability of unseen events based on the frequency of rare events in the

observed data. The monofact rates serve as a Good-Turing estimate of the “missing

mass.” This means they approximate the total probability of facts that have either

never been seen or have been seen once during training. Intuitively, if many facts in

training are unique (seen just once), there is a considerable probability mass on facts

that the model has little to no experience with. This relates to how likely the model

is to generate both novel and hallucinatory statements.

Theoretical Framework

In “Calibrated Language Models Must Hallucinate,” Kalai and Vempala establish a theo-

retical trade-off between the LM’s calibration and its frequency of hallucinations (Kalai and

Vempala 2024). They consider an idealized setting where an LM is trained on a distribu-

tion of facts while being perfectly calibrated. This means the LM does not overestimate or

underestimate the likelihood of any fact. As a result, a well-calibrated model must produce

some hallucinations, and the frequency of these hallucinations is linked directly to the rarity

of the facts in the training data (Kalai and Vempala 2024).

Their work proves an inherent lower bound on the model’s hallucination rate, determined

by the monofact rate in the training set (Kalai and Vempala 2024). To think about it

intuitively, if a certain fraction of facts are only seen once during training, a calibrated

model can not be 100% confident about those facts when generating new text. Since the

model has to assign some probability mass to all plausible completions, including those

that have only been seen once or none at all, it will occasionally generate a fact that is

rather false. More formally, their analysis shows that a calibrated model’s hallucination

rate is at least the fraction of facts that appear exactly once in the training data (which is

a monofact), subtracted from any allowance of slight miscalibration. As such, assuming a

perfectly calibrated model, the hallucination rate approaches a minimum of the monofact

rate from the training distribution. This draws a parallel to the Good-Turing estimate of

unseen probabilities, where the model will hallucinate at a rate in proportion to the one-off

or unseen facts that live in the training data (Kalai and Vempala 2024).

Kalai & Vempala’s theoretical foundation highlights that a language model that con-

fidently and accurately reflects the training distribution cannot avoid certain mistakes on

facts that were scarce in that training data. This phenomenon is not due to adversarial
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prompts or model bugs, but rather a statistical necessity given the goal of calibration (Kalai

and Vempala 2024). Interestingly, to reduce hallucinations below that bound would mean

that the model would have to become miscalibrated. In other words, by overestimating

the likelihood of rare facts, that’d be like memorizing or overweighing them beyond what

the data would suggest. As a result, one may actually use miscalibration intentionally to

lower hallucinations. Additionally, the theoretical framework also suggests more systematic

knowledge, such that the fact is repeated many times in training, there isn’t a similar forced

hallucination requirement, since the model can learn those facts without any guesswork.

Formal Definition and Theorem

Let g and p be distributions over a finite set Y . Given a partition Π of Y , define the

coarsening of p as:

pΠ(y) =
p(Π(y))

|Π(y)|
, for all y ∈ Y, (1)

where Π(y) is the unique element of the partition Π containing y. The miscalibration of g

with respect to p and partition Π is defined as:

MisΠ(g, p) = |pΠ − g|TV, (2)

where |a− b|TV = 1
2

∑
y∈Y |a(y)− b(y)| is the total variation distance.

Theorem 1 (Hallucination Lower Bound): Let DL be a distribution over documents

X, and let f : X → Y be a fact extraction function. Let p = f ◦ DL be the induced

distribution on factoids. Consider a training sample xtrain ∼ D⊗n
L then let:

• F = supp(p) ∪ {⊥} be the support of p plus a null token,

• H = Y \ F be the hallucination set,

• O be the observed factoids, and U = Y \O be the unobserved ones,

• Π = {O,U} be the partition of Y into observed and unobserved.

Then, for the distribution g = f ◦DLM induced by the LM trained on xtrain, with probability

at least 1− δ over the draw of xtrain:

g(H) ≥ p(U)−MisΠ(g, p)−
√

6 ln(6/δ)

n
(3)

where MisΠ(g, p) =
1
2

∑
y∈Y |pΠ(y)− g(y)| is the partition-level miscalibration.
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This theorem shows that the model’s hallucination rate g(H) cannot be smaller than the

Good–Turing “missing-mass” term p(U), in other words lower bounded by the probability of

unobserved facts p(U), minus any calibration error, minus a concentration term that decays

with more training samples n.

Empirical Investigation

In “Hallucination, Monofacts, and Miscalibration: An Empirical Investigation,” Miao and

Kearns take Kalai and Vempala’s theoretical frameworks and test them in practice. This

study validates the calibration trade-off using real models and data to explore ways to manage

this through controlled experiments: measuring changes in training data distribution and

model calibration affecting the hallucination rate. This can be broken down into three

components.

First, Miao and Kearns construct a simplified LM using n-gram models (focusing on

bigrams) to follow the conditions in Kalai and Vempala’s theory. From here, they manipulate

the distribution of facts in the training data. For example, they experiment with heavy-

tailed distributions, such that few facts are very common and many are rare, versus uniform

distributions of fact frequencies. As a result, they vary the monofact rate in the training set

and thus observe the hallucination rate of the model. This result aligns with the theoretical

prediction: when the training data contains more one-of-a-kind facts (higher monofacts),

the model produces more hallucinations, whereas a distribution with frequent repetition of

facts (lower monofact rate) leads to fewer hallucinations. Notably, this relationship observed

is nearly linear as well. The fraction of unique facts in the training set grows, and the

proportion of incorrect outputs grows proportionally—echoing the proportional trade-off in

Kalai and Vempala’s theory.

Secondly, they examined the role of miscalibration in hallucinations by introducing an

upweight algorithm that purposefully disrupts the training process: it selectively duplicates

particular training set examples to make the model give a higher probability to those facts.

By doing so, they introduce a controlled level of miscalibration to force the model to mem-

orize some facts beyond their original frequency. As a result, even with the most modest

amount of this algorithm, it substantially reduced the model’s hallucination rate. How-

ever, this comes with the cost of the model’s calibration, such that the model becomes more

confident in those duplicated facts, relative to their true distribution frequency. This demon-

strates a clear trade-off curve: increased duplication, which increases the model’s calibration

error, causes the hallucination rate to drop significantly. Furthermore, one can move along

the curve by adjusting the training strategies. It also offers a practical mechanism to man-
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age hallucinations through strategic data duplication. Subsequently, instead of retraining a

model from scratch with new data, one could post-process the training data to include addi-

tional copies of rare facts, thereby reducing the hallucination without drastically harming the

overall performance. Miao and Kearns highlight that this approach can be a middle ground

to inject a bit of miscalibration on rare facts, in order to gain a reduction in hallucinations.

Finally, Miao and Kearns extend their findings to modern LMs by performing in-context

learning experiments. Although they cannot directly manipulate the training data of these

models, they can probe the models’ behavior on queries for rare and common facts. Their

results indicate that the calibration-hallucination trade-off does indeed persist in real-world

modern LLMs. Models that are well calibrated, like tuned to be honest about uncertainty,

still hallucinate occasionally, especially on obscure facts. Meanwhile, models that tend to be

less calibrated, like heavy fine-tuning on specific factual data, tend to exhibit higher confi-

dence. Miao and Kearns then measure the models’ calibration error, that is, how far the pre-

dicted probabilities deviate from actual correctness frequencies, alongside the hallucination

rate. They found that models with near-perfect calibration hit a wall at a certain minimum

hallucination rate, which is consistent with Kalai & Vempala’s bound. Any substantial drop

below that rate coincided with signs of miscalibration in the model’s predictions. With this

real-world validation, they underscored that the theoretical tension between calibration and

avoidance of hallucination is indeed an observable phenomenon with modern LMs.

My interest in this topic originated in Ankur Moitra’s CS 294: Algorithmic Aspects of Machine Learning
course at UC Berkeley and his book Algorithmic Aspects of Machine Learning (Moitra 2021).
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